Users’ Guides to the Medical Literature: XXII: How to Use Articles About Clinical Decision Rules

Thomas G. McGinn; Gordon H. Guyatt; Peter C. Wyer; et al.


http://jama.ama-assn.org/cgi/content/full/284/1/79
Clinical experience provides clinicians with an intuitive sense of which findings on history, physical examination, and investigation are critical in making an accurate diagnosis, or an accurate assessment of a patient’s fate. A clinical decision rule (CDR) is a clinical tool that quantifies the individual contributions that various components of the history, physical examination, and basic laboratory results make toward the diagnosis, prognosis, or likely response to treatment in a patient. Clinical decision rules attempt to formally test, simplify, and increase the accuracy of clinicians’ diagnostic and prognostic assessments. Existing CDRs guide clinicians, establish pretest probability, provide screening tests for common problems, and estimate risk. Three steps are involved in the development and testing of a CDR: creation of the rule, testing or validating the rule, and assessing the impact of the rule on clinical behavior. Clinicians evaluating CDRs for possible clinical use should assess the following components: the method of derivation; the validation of the CDR to ensure that its repeated use leads to the same results; and its predictive power. We consider CDRs that have been validated in a new clinical setting to be level 1 CDRs and most appropriate for implementation. Level 1 CDRs have the potential to inform clinical judgment, to change clinical behavior, and to reduce unnecessary costs, while maintaining quality of care and patient satisfaction.

THE SEARCH
Currently, decision rules have no separate medical subject heading (MeSH) in the National Library of Medicine MEDLINE database. You therefore search PubMed under the MeSH heading ankle fractures and add the text words rules and decision rules. This search yields 5 citations, of which 3 deal directly with the Ottawa clinical decision rules for ankle fractures.1-3

In reviewing these articles and deciding whether to implement changes in your emergency department, you require criteria for determining the strength of the inference you can make about the accuracy and impact of the Ottawa ankle rules. This article will provide you with the tools to answer those questions.

CLINICAL DECISION RULES
Establishing patients’ diagnosis and prognosis are closely linked activities central to every physician’s practice. The diagnoses we make and our assessment of patients’ prognosis often determine the recommendations we make to our patients. Clinical experience provides us with an intuitive sense of which findings on history, physical examination, and investigation are critical in making an accurate diagnosis, or an accurate assessment of a patient’s fate.
Clinical decision rules attempt to formally test, simplify, and increase the accuracy of clinicians’ diagnostic and prognostic assessments and are most likely to be useful in situations where decision making is complex, the clinical stakes are high, or there are opportunities to achieve cost savings without compromising patient care. Available CDRs include guides for whether to treat sore throats and for establishing a pretest probability of pulmonary embolus. Other CDRs provide screening tests for common problems that frequently go undetected, including alcoholism and depression. Another category of CDRs help estimate risk, such as the risk of developing delirium in hospitalized patients or the risk of bleeding while receiving anticoagulation therapy.

Developing and testing a CDR involves 3 steps: creating or deriving the rule, testing or validating the rule, and assessing the impact of the rule on clinical behavior (impact analysis). The validation process may require several studies to fully test the accuracy of the rule at different clinical sites (FIGURE 2). Each step in the development of a CDR may be published separately by different authors, or all 3 steps may be included in a single article. TABLE 1 presents a hierarchy that can guide clinicians in assessing the full range of evidence supporting use of a CDR in their practice.

We note that our hierarchy applies only to CDRs intended for application in clinical practice. Investigators may use identical methodology to generate equations that stratify patients into different risk groups for nonclinical purposes. For example, investigators can use such equations for statistical adjustment in studies involving large databases. These rules, which are not so clinical, do not involve application by front-line practitioners, and thus require a somewhat different hierarchy of strength of evidence.

We will now review the steps in the development and testing of a CDR. We will relate each stage of the process to the hierarchy presented in Table 1. Although we will address issues of interest to investigators engaged in developing CDRs, we do so only for the purpose of equipping our clinician readers with the knowledge and tools they need to evaluate existing CDRs for application to clinical practice.

Developing a Clinical Decision Rule

Our search found 3 articles related to the Ottawa ankle rules, the first of which described the CDR derivation. Investigators who develop a CDR begin by constructing a list of potential predictors of the outcome of interest, in this case, radiological ankle fractures. The list typically includes items from the history, physical examination, and basic laboratory tests. The investigators then examine a group of patients and determine if the candidate clinical predictors are present and the patient’s status on the outcome of interest, in this case, the result of the ankle radiograph. Statistical analysis reveals which predictors are most powerful and which predictors can be omitted from the rule without loss of predictive power. Typically, the statistical techniques used in this process are based on logistic regression; readers can find more information in the references.

Figure 1. Ottawa Ankle Rules

An ankle x-ray series is required only if there is any pain in the malleolar zone and any of these findings:
1. Bone tenderness at A or
2. Bone tenderness at B or
3. Inability to bear weight both immediately and in emergency department

Figure 2. Development of a Clinical Decision Rule

Step 1. Derivation
Identification of factors with predictive power

Step 2. Validation
Evidence of reproducible accuracy
Narrow Validation
Application of rule in a similar clinical setting and population as in Step 1
Broad Validation
Application of rule in multiple clinical settings with varying prevalence and outcomes of disease

Step 3. Impact Analysis
Evidence that rule changes physician behavior and improves patient outcomes and/or reduces costs

Level of Evidence
1
2
3
4
a clinician-friendly description of these methods in another article.11 Other techniques that investigators sometimes use include discriminant analysis,12 which produces equations similar to regression analysis; recursive partitioning analysis, which builds a tree in which the patient populations are split into smaller and smaller categories based on risk factors;13 and neural networks.14

Clinical decision rules that investigators have derived, but not validated, should not be considered ready for clinical application (Table 1). Investigators interested in performing the validation of a CDR, however, need criteria to judge whether investigators have conducted a rigorous derivation process and, thus, whether the rule is promising enough to move forward to the validation phase. A list of important criteria for derivation is provided in Table 2. Interested readers can find a complete discussion on the derivation process and these criteria in an article by Laupacis et al.4

Validation

There are 3 reasons why even rigorously derived CDRs are not ready for application in clinical practice without further validation. First, CDRs may reflect associations between given predictors and outcomes that are due primarily to chance. If that is so, a different set of predictors will emerge in a different group of patients, even if the patients come from the same setting. Second, predictors may be idiosyncratic to the population, to the clinicians using the rule, or to other aspects of the design of individual studies. If that is so, the rule may fail in a new setting. Perhaps most important, clinicians may, because of problems in the feasibility of rule application in the clinical setting, fail to implement a rule comprehensively or accurately. The result would be that a rule succeeds in theory but fails in practice.

Statistical methods can deal with the first of these problems. For instance, investigators may split their population into 2 groups and use one to develop the rule and the other to test it. Alternatively, they may use more sophisticated statistical methods built on the same logic. Conceptually, these approaches involve removing 1 patient from the sample, generating the rule using the remainder of the patients, and testing it on the patient who was removed from the sample. This procedure, sometimes referred to as a bootstrap technique, is repeated in sequence for every patient being studied.

While statistical validation within the same setting or group of subjects reduces the likelihood that the rule reflects the play of chance rather than true associations, it fails to address the other 2 threats to validity. The success of the CDR may be peculiar to the particular populations of patients and clinicians involved in the derivation study. Even if this is not so, clinicians may have difficulties using the rule in practice, difficulties that compromise its predictive power. Thus, to graduate from level 4, studies must involve clinicians actually using the rule in practice.

A CDR developed to predict serious outcomes (eg, heart failure and ventricular arrhythmia) in syncope patients highlights the importance of validation.15 Investigators derived the rule using data from 252 patients who presented to the emergency department and then attempted to prospectively validate it in a sample of 374 patients. The CDR gave individuals a score from 0 to 4, depending on the number of clinical predictors present. The probability of poor outcomes corresponding to almost every score in the derivation set was approximately twice that of the validation. For example, in the derivation set the risk of a poor outcome in a patient with a score on the CDR of 3 was estimated to be 52%; a patient with the same score in the validation set had a probability of a poor outcome of only 27%. This variation in results may have been caused by a difference in the severity of the syncope cases entered into the 2 studies or to different criteria for generating a score of 3. Because of the risk that it will provide misleading information when applied in a real-world clinical setting, we situate a CDR that has undergone development without validation as level 4 on our hierarchy (Table 1).

Despite this major limitation, clinicians can still extract clinically relevant messages from an article describing the development of a CDR. They may wish to note the most important predictors and consider them more carefully in their own practice. They may also consider giving less importance to variables that failed to show predictive power. For instance, in developing a CDR to predict mortality from pneumonia, the investigators found that white

---

Table 1. Hierarchy of Evidence for Clinical Decision Rules

<table>
<thead>
<tr>
<th>Level 1: Rules that can be used in a wide variety of settings with confidence that they can change clinician behavior and improve patient outcomes</th>
</tr>
</thead>
<tbody>
<tr>
<td>At least 1 prospective validation in a different population and 1 impact analysis, demonstrating change in clinician behavior with beneficial consequences</td>
</tr>
<tr>
<td>Level 2: Rules that can be used in various settings with confidence in their accuracy</td>
</tr>
<tr>
<td>Demonstrated accuracy in either 1 large prospective study including a broad spectrum of patients and clinicians or validated in several smaller settings that differ from one another</td>
</tr>
<tr>
<td>Level 3: Rules that clinicians may consider using with caution and only if patients in the study are similar to those in the clinician’s clinical setting</td>
</tr>
<tr>
<td>Validated in only 1 narrow prospective sample</td>
</tr>
<tr>
<td>Level 4: Rules that need further evaluation before they can be applied clinically</td>
</tr>
<tr>
<td>Derived but not validated or validated only in split samples, large retrospective databases, or by statistical techniques</td>
</tr>
</tbody>
</table>

Table 2. Methodological Standards for Derivation of a Clinical Decision Rule

1. Were all important predictors included in the derivation process? | 1. Were all important predictors included in the derivation process? |
<table>
<thead>
<tr>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>2. Were all important predictors present in a significant proportion of the study population?</td>
<td>2. Were all important predictors present in a significant proportion of the study population?</td>
</tr>
<tr>
<td>3. Were all the outcome events and predictors clearly defined?</td>
<td>3. Were all the outcome events and predictors clearly defined?</td>
</tr>
<tr>
<td>4. Were those assessing the outcome event blinded to the presence of the predictors and those assessing the presence of predictors blinded to the outcome event?</td>
<td>4. Were those assessing the outcome event blinded to the presence of the predictors and those assessing the presence of predictors blinded to the outcome event?</td>
</tr>
<tr>
<td>5. Was the sample size adequate (including adequate number of outcome events)?</td>
<td>5. Was the sample size adequate (including adequate number of outcome events)?</td>
</tr>
<tr>
<td>6. Does the rule make clinical sense?</td>
<td>6. Does the rule make clinical sense?</td>
</tr>
</tbody>
</table>
blood cell count had no bearing on subsequent mortality.10 This being the case, clinicians may wish to put less weight on white blood cell count when making decisions about admitting pneumonia patients to the hospital.

To move up the hierarchy, CDRs must provide additional evidence of validity. The second article found in our search described the refinement and prospective validation of the Ottawa ankle rules.2 Validation of a CDR involves demonstrating that its repeated application as part of the process of clinical care leads to the same results. Ideally, a validation entails the investigators applying the rule prospectively in a new population with a different prevalence and spectrum of disease from that of the patients in whom the rule was derived. One key issue is to be sure that the CDR performs similarly in a variety of populations and in the hands of a variety of clinicians working in a variety of institutions. A second issue is to be sure that the CDR works well when clinicians are applying it consciously as a rule, as opposed to a purely statistical validation.

If the setting in which the CDR was originally developed was limited and its validation has been confined to this setting, application by clinicians working in other settings is less secure. Validation in a similar setting can take a number of forms. Most simply, after deriving the CDR, the investigators return to their population, draw a new sample of patients, and test the rule’s performance. Thus, we classify rules that have been validated in the same, or very similar limited or narrow populations, to the sample used in the development as level 3 on our hierarchy and recommend clinicians use the results cautiously (Table 1).

If investigators draw patients in the derivation phase from a sufficiently heterogeneous population across a variety of institutions, testing the rule in the same population provides strong validation. Validation in a new population provides the clinician with strong inferences about the usefulness of the rule, corresponding to level 2 in our hierarchy (Table 1).

The Ottawa ankle rules were first derived in 2 large university-based emergency departments in Ottawa and were then prospectively validated in a large sample of patients from the same emergency departments. At this stage, the rules would be classified as level 2 in our hierarchy because of the large number and diversity of patients and physicians involved in the study. Since that initial validation, the rules have been validated in several different clinical sites with relatively consistent results.17-20 This evidence even further strengthens our inference about their predictive power.

Many CDRs are derived and then validated in a small, narrowly selected group of patients (level 3). One such rule was derived to predict preserved left ventricular function after a myocardial infarction.21 The initial derivation relied on data from 314 patients admitted to 1 tertiary care center. The investigators derived the rule using data from 162 patients and then performed a validation in 152 patients in the same setting. Of those whom the CDR identified as having preserved ejection fraction, 99% indeed had preserved left ventricular function. At this stage, we would consider the rule had met criteria for level 3, and its use should be restricted to settings similar to the validation study, i.e., similar coronary care unit settings.

Investigators further validated the CDR for preserved left ventricular function, in 2 larger trials, one that enrolled 213 patients22 from a single site and a larger trial that enrolled 1891 patients from several different institutions.23 In both studies, of those patients predicted to have preserved ventricular function (ejection fraction >40%), 86% actually had preserved ventricular function. This drop in predictive value changes the implications of applying the rule in clinical practice. At this point in development, the rule would be considered level 2, meaning that the rule can be used in clinical settings with a high degree of confidence but with the adjusted values. The development of this rule highlights the importance of the validation of a rule in a diverse patient population before broadly applying it in clinical settings.

Whether or not investigators have conducted their validation study in a similar, narrow (level 3) population or a broad, heterogeneous (level 2) population, their results allow stronger inferences if they have adhered to the methodological standards listed in Table 3. First, were the patients chosen in an unbiased fashion, and do they represent a wide spectrum of severity of disease? Second, was there a blinded assessment of the criterion standard for all patients? Third, was there an explicit and accurate interpretation of the predictor variables and actual rule without knowledge of the outcome? To move up the hierarchy, CDRs must provide additional evidence of validity.
dictors unaware of the radiographic results but that the radiologists had no knowledge of the clinical data.

Interpreting the Results
Whatever the level of evidence associated with a CDR, its usefulness will depend on its predictive power. Investigators may report their results in a variety of ways. The ankle component of the Ottawa ankle rules states that an ankle x-ray series is only indicated for patients with pain near the malleolus and either inability to bear weight or localized bone tenderness at the posterior edge or tip of either malleolus (Figure 1). The developers calculated the sensitivity and specificity of their rule as a diagnostic test using this criterion. In the development process, all patients with fracture had a positive result (sensitivity of 100%), but only 40% of those without fractures had a negative result (specificity of 40%). These results suggest that if clinicians order radiographs only in those patients with a positive result they will not miss any fractures and will avoid the test in 40% of those without a fracture.

The validation study confirmed these results; in particular, the test maintained a sensitivity of 100%. This is reassuring, and more so because the sample size was sufficiently large to result in a relatively narrow confidence interval (CI) (95% CIs, 93%-100%). Thus, clinicians adopting the rule would miss very few, if any, fractures.

Another way of reporting CDR results is in terms of probability of the target condition being present given a particular CDR result. For example, a recent CDR for pulmonary embolus derived by Wells and colleagues5 placed patients into low (3.4%; 95% CI, 2.2%-5%), intermediate (28%; 95% CI, 23.4%-32.2%), or high probability (78%; 95% CI, 69.2%-86.0%) categories. When investigators report CDR results in this fashion, they are implicitly incorporating all clinical information. In doing so, they remove any need for clinicians to consider independent information in deciding on the likelihood of the diagnosis or a patient’s prognosis.

Finally, CDRs may also report their results as likelihood ratios (LRs) or as absolute or relative risks. For example the CAGE, a CDR for detecting alcoholism, has been reported as LRs (eg, for CAGE scores of 0/4, LR=0.14; for 1/4, LR=1.5; for 2/4, LR=4.5; for 3/4, LR=13; and for 4/4, LR=100). In this example, the probability of disease, alcoholism, depends on the combination of the prevalence of disease in the community and the score on the CAGE CDR.7 When investigators report their results as LRs, they are implicitly suggesting that clinicians should use other, independent information to generate a pretest (or prerule) probability. They can then use the LRs generated by the rule to establish a posttest probability. Clinicians can find approaches to using LRs in clinical practice in a previous Users’ Guide.25

Impact Analysis
Use of a CDR involves remembering predictor variables and often entails making calculations to determine a patient’s probability of having the CDR’s target outcome. Pocket cards and computer algorithms can facilitate the task of using complex CDRs. Nonetheless, CDRs demand clinician time and energy, and their use is warranted only if they change physician behavior and if that behavior change results in improved patient outcomes or reduced costs while maintaining quality of care. If these conditions are not met, whatever the accuracy of a CDR, attempts to use it systematically will be a waste of time.

There are a number of reasons why an accurate CDR may not produce a change in behavior or an improvement in outcomes. First, clinicians’ intuitive estimation of probabilities may be as good as, if not better than, the CDR. If this is so, CDR information will not improve their practice. Second, the calculations involved may be cumbersome, and clinicians may, as a result, not use the rule. Finally, there may be practical barriers to acting on the results of the CDR. For instance, in the case of the Ottawa ankle rules, clinicians may be sufficiently concerned about protecting themselves against litigation that they order radiographs despite a CDR result suggesting a negligible probability of fracture.

These are the considerations that lead us to classify a CDR with evidence of reproducible accuracy in diverse populations as level 2 and insist on a positive result from a study of impact before a CDR graduates to level 1.

Ideally, an impact study would randomize patients, or larger administrative units, to the application or nonapplication of the CDR and follow up patients for all relevant outcomes (including quality of life, morbidity, and resource utilization). Randomization of individual patients is unlikely to be appropriate because one would expect the participating clinicians to incorporate the rule into the care of all their patients. A suitable alternative is to randomize institutions or practice settings and conduct analyses appropriate to these larger units of randomization. Another potential design is to look at a group before and after clinicians began to use the CDR and compare that with a control group in which there has been no intervention.

Investigators examining the impact of the Ottawa ankle rules randomized 6 emergency departments to use or not use their CDR.3 Prior to initiating the study, 1 center dropped out, leaving a total of 5 emergency departments, 2 in the intervention group and 3 in the usual care group. The intervention consisted of introducing the CDR at a general meeting, distributing pocket cards summarizing the rules, posting the rule throughout the emergency department, and applying preprinted data collection forms to each chart. In the control group, the only intervention was the introduction of preprinted data collection forms without the Ottawa ankle rules attached to each chart.

A total of 1911 eligible patients entered the study: 1005 in the control group and 906 in the intervention group. There were 691 radiographs requested in the intervention group and 996 in the control group. In an analysis that focused on the ordering physician, the in-
investigators found that the mean proportion of patients referred for radiography was 99.6% in the control group and 78.9% in the intervention group (P = .03). The investigators noted 3 missed fractures in the intervention group, none of which led to adverse outcomes. Thus, the investigators demonstrated a positive resource utilization impact of the Ottawa ankle rules (decreased test ordering) without increase in adverse outcomes, moving the CDR to level 1 in the hierarchy (Table 1).

**RESOLUTION OF THE SCENARIO**

You have found level 1 evidence supporting the use of the Ottawa ankle rules in reducing unnecessary ankle radiographs in patients presenting to the emergency department with ankle injuries. You therefore feel confident that you can productively use the rule in your own practice. However, another recent study makes you aware of changing the behavior of your colleagues to realize the possible reductions in cost may be a challenge: Cameron and Naylor20 reported on an initiative in which clinicians expert in the use of the Ottawa ankle rules trained 16 other individuals to teach the use of the rules. These individuals returned to their emergency departments armed with slides, overheads, a 13-minute instructional video, and a mandate to train their colleagues locally and regionally in the use of the rules.

Unfortunately this program led to no change in the use of ankle radiography. The results demonstrate that even the availability of a level 1 CDR may require local implementation strategies with known effectiveness in changing provider behavior to ensure implementation.21-23 Among the possible strategies, which are most likely to be effective if used as part of a package of interventions, include computer reminders, mobilization of local opinion leaders, one-to-one conversations with a respected information source (academic detailing), and audit and feedback.

**CONCLUSION**

Clinical decision rules inform our clinical judgment and have the potential to change clinical behavior and reduce unnecessary costs while maintaining quality of care and patient satisfaction. The challenge for clinicians is to evaluate the strength of the rule and its likely impact and to find ways of efficiently incorporating level 1 rules into their daily practice.

A summary of some frequently used CDRs, evaluated in an evidence-based fashion (ie, highlighting the level of evidence), is currently available on the Internet for clinician use (http://med.mssm.edu/ebm).

**Acknowledgment:** We thank Deborah Maddock, McMaster University, for her superb coordination of the Users’ Guide project. Dr McGinn would like to thank Gerald Paccione, MD, and the internal medicine residents at Montefiore Medical Center for their input in the area of CDRs over the years and Roseanne Leipsig, MD, Mount Sinai Medical Center, for her input to the manuscript.

**REFERENCES**